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Abstract – This paper addresses the fact that memory yield will 
be the dominant issue affecting overall yield in nano-scale 
devices. It illustrates that by treating yield as a system design 
parameter, tremendous gains in effective chip yield can be 
achieved.  The techniques outlined are especially suited for 
applications that have inherent system re dundancy such as 
multimedia. In that context, the paper illustrates a dramatic 
tolerance of up to 4% bit errors in memory while meeting 
acceptable standard system specifications metrics such as Peak 
Signal to Noise Ratio (PSNR) in a JPEG2000 encoding 
System -on-Chip (SoC).    
 

I. Introduction 
Memory intensive applications are experiencing explosive growth 
supported by increasing miniaturization and integration of 
embedded memories. Multimedia applications have benefited 
greatly from the abundance of cheap integrated memories as 
evidenced by the widespread adoption of multi-megabit digital 
cameras as well as the quick adoption of handheld video 
applications. The integration of extra memory on-chip is not 
in-itself a challenge, however maintaining an acceptable yield with 
larger memories is. It is a well known issue that as the size of the 
memory array increases the overall yield of the system decreases 
[1],[2]. This reality will become even more dominant in 
nano-devices where the defect density per square millimeter is 
expected to increase exponentially due to the high device density 
attainable by this technology [3].  Key scaling concerns that have 
been voiced in industry and academia include increasing process 
variation, defect rates, infant mortality rates and susceptibility to 
internal and external random stimulus (noise).   
 Classically, permanent faults caused by manufacturing defects 
were the prominent reason for memory failure. However, as we 
progress to the sub-100 nm technology nodes, microscopic effect 
such as random placement of dopants are starting to become the 
dominant reason of failures. These random fluctuations lead to 
inter-circuit transistor mismatches that can have detrimental effects 
on performance. Furthermore, these effects are a strong function of 
the operating conditions (voltage, frequenc y, temperature etc.)  
There are a multitude of techniques that have been extensively 
studied in literature to counteract memory failures, such as 
redundant rows/columns and the use of error correction codes 
(ECC). However the underlying assumption made by these 
approaches is that the errors are predominantly fixed in nature with 
a minority being transient. It has been shown in literature that 
row/column redundancy is an in-effective means of handling errors 
caused by parameter variation [4][15]. A main reason for this result 
lies in the fact that the nature and distribution of these parameter 
induced faults are not static but rather depend on the operating 
condition, which renders a static correction method such as 
row/column redundancy ineffective. An alternative approach is 
ECC which is employed in memory architectures to correct for 
transient faults (soft errors).  This is a dynamic system that can 
adapt to the changes in parameter variations, however the drawback 
is that most ECC systems can correct only a single error (without 

significant overhead), and therefore will be ineffective in handling 
the high volume of errors expected in nanometer scale designs with 
high levels of integration. 
 This paper addresses the issue of yield in memory intensive 
applications by analyzing a case study of JPEG 200 encoder. 
However, contrary to the typical definition of yield as being a 
manufacturing issue, we are suggesting and analy zing means of 
establishing co-operative redundancy at the system level. By 
co-operative redundancy we mean that algorithms at the system 
level can be designed to incorporate yield as a parameter in the 
initial specification of the system, rather than being an out-come. 
Specifically, memory fault tolerant post –processing algorithms can 
be designed that take into account that multimedia applications are 
-by construction- redundant both spatially and temporally. This 
information can be used to make smart decision about the degree 
and type (co-operative vs. typical) redundancy that can be used to 
protect the memory and improve the final effective yield. The case 
study presented in this paper proves that a co-operative redundancy 
approach can easily tolerate cur rent memory defect rates of up to 
0.1% without design changes, and can in fact with minor design 
modifications tolerate up to 4%  errors in memory which will 
become a reality in nano-scale systems. 
  

II. Proposed Approach 
 

A. A Case Study: JPEG2000 Encoder So C 
 JPEG2000 is the latest compression standard for still 
images[11]. Due to the adaptations of the discrete wavelet 
transform (DWT) and the adaptive binary arithmetic coder (Tier-1), 
JPEG2000 provides a rich set  of features not available in its 
predecessor JPEG. In particular, the core algorithm of the standard 
addresses some of the shortcomings of baseline JPEG by 
supporting features like superior low bit-rate performance, lossy to 
lossless compression, multiple resolution representation, embedded 
bit-stream and so forth. 

Several JPEG2000 encoder architectures have been 
implemented[12][13][14][6]. Additionally, motion JPEG2000 is 
being touted as an alternative to temporal-based MPEG as means of 
achieving high quality video compression schemes especially in 
devices where both still and moving image recording and playback 
is needed such as digital cameras and cellular phones [10] [9].  
 The flow of steps in the JPEG2000 encoding scheme are 
shown in Figure 1.  The decoding process is symmetric to the 
encoding but in the reverse direction. In the following we give a 
quick overview of the encoding steps, for the details, the reader is 
referred to the standard [1]. 
 During encoding, the image is partitioned into rectangular and 
non-overlapping tiles which are processed separately. Next, 
unsigned sample values are level shifted to make them symmetric 
around zero. Counting the optional inter-component transform 
(ICT), those procedures are summarized as pre-processing.  The 
dyadic DWT is applied on the tile repeatedly to de-correlate it into 
different decomposition levels (resolutions). For lossy 
compression, the wavelet coefficients are fed to a uniform 
quantizer with central dead zone. Each subband is further divided 
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into rectangular blocks namely, code blocks, which are 
entropy-coded independently. In JPEG2000, entropy coding is 
two-tiered. Tier-1 is a context-based adaptive arithmetic coder 
composed of Bit-Plane Coder (BPC) and Binary Arithmetic Coder 
(MQ-coder). It accepts the quantized wavelet coefficients along 
with their corresponding probability estimates generated by the 
BPC, and produces a highly compressed codestream. This 
codestream is carefully organized by Tier-2 coder, constructing a 
flexible formatted file. New terms and techniques like precinct, 
packet, tag-tree, and rate control enable features like random 
access, region of interest coding and scalability. 
 

 

Figure 1: JPEG2000 Image Encoding Flow  

 Based on the profiling results hardware/software partitioning 
schemes found in typical architectures allocate DWT, Quantizer 
and Tier-1 coder into hardware while the rest runs as software on 
the host processor. Figure 2 shows the architecture of a JPEG2000 
encoder SoC.  

 

Figure 2: JPEG2000 SoC Architecture  

 Due to the large image sizes involved in today’s imaging 
appliances (e.g. digital cameras) it is often the case that the tile 
memory is too large to be on chip and intermediate computations 
are typically stored in off-chip memory (e.g. SDRAM). With more 
advanced processes and the maturity of embedded memories, it is 
possible to integrate this memory on chip and therefore reduce 
power consumption and component count in an imaging appliance. 
Indeed in[22] it is shown that embedded memory can reduce power 
consumption by 22% compared to a multichip solution with 
external memory storage. Also in [23] the on-chip tile memory size 
to support HDTV is about 1MByte. Larger image sizes would 
require larger on-chip SRAM. Needless to say, that such large size 
memory would be a major issue when it comes to chip yield and 
power consumption. However, such additional memory (which 
would be in the 5-10MByte range when a large  image is to be 
stored on-chip) would adversely affect the overall SoC yield. This 

said, our proposed approach of fault tolerance can be readily 
applied here in order to reap the benefits of the on-chip memory 
while mitigating the disadvantage of lower chip yield. 
 
B. Assessing the impact of memory errors on system performance 

Figure 3 highlights our experimental setup. We encoded an input 
image (lena) using both an errior-free JPEG2000 encoder and an 
error-prone encoder. In the error-prone encoder, we assumed that 
the tile memory is corrupt with a given error percentage r, i.e. that  r 
% of the bits in the memory are unreliable and a ssumed to be 
flipped from their original values. For the sake of simplicity, we 
assume that the decoder is error free. 
 Figure 4 compares the PSNR values obtained for the three 
color components (RGB) for different values of r. Figure 3 shows 
both the original Lena image as well as the one corresponding to 
r=0.1%. We note that visually the difference is minimal but 
nevertheless perceptible. However, as error rates increase, PSNR 
values, as well as visually the quality of the picture starts degrading, 
reaching about 15-20 dB for r=4% which clearly is less acceptable. 
Error concealment is a well-know area of image processing but 
mainly deals with transmission errors. In the case under discussion, 
the errors due to memory corruption are introduced during 
encoding prior to tier1/2 coding and transmission. Thus, we need a 
way to reconstruct an image from the corrupted one at the decoder 
side that achieves (both visually and PSNR wise) a quality as close 
to the original image as possible. To that end, we identified three 
classes of techniques: 

1. Protecting a subset of tile memory rows through 
redundancy, BISR or other yield-enhancement techniques  [15]. 
Essentially, this results in area overhead due to added redundant 
rows/columns as well as the repair infrastructure IP. By keeping the 
protected part to a small portion of the total memory it is possible 
to minimize the area overhead needed. The area protected should 
be the smallest one that contains the largest amount of critical 
information. In JPEG 2000, the tile memory contains the output of 
the DWT consisting of high and low frequency coefficients split 
2D wise into LL, HH, LH and HL. The LL area (1/4 the total 
memory) contains the most significant portion of the image 
spectrum so it is a natural candidate for protection. DWT 
decomposition can be done hierarchically up to 5 levels so it is 
possible to protect even smaller areas of memory (e.g. LL_LL for a 
2-Level decomposition) but risk losing more information. 
Practically, such a scheme can be implemented by splitting the 
memory into two banks (sized ¼– ¾ for LL protection) and 
inserting redundancy into the smaller bank. 

2. Protecting a subset of bits per pixel in the tile memory . The 
MSBs of pixel values typically contain the most useful information. 
Thus, it would make sense to protect the MSB’s of each word in 
the memory. From an implementation point of view protecting 
selected bits in a word can be accomplished by column-wise 
banking although that would result in odd-shaped memory banks.  

3. Image filtering after decoding . Traditionally, researchers 
have used variants of median filtering [20][21] to reconstruct 
images suffering from  salt and pepper noise.  As we mentioned 
before, such noise is assumed to occur during transmission and not 
while encoding. In order to deal with the specific problem at hand, 
we employ a variant of the median filtering which attempts to 
detect and fix the errors in an image. This filtering can be done 
either in the RGB (i.e. actual image) domain or in the coefficient 
domain (i.e. post DWT). The algorithm is outlined in Figure 4 
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Figure 6: Experimental Results for Lena  (R component) 

For each Pixel in Image 
 Get 3x3 window, W(Pixel) centered at Pixel 
 If (Pixel > Max[W(Pixel)]+tolerance 

 then Pixel = Max[W(Pixel)] 
else If Pixel < Min[W(Pixel) – tolerance) 
 then Pixel = Min[W(Pixel)] 

Figure 3: Lena with r= 0.1% ( Left) and Original (right) 

Figure 4: The Image Filtering Algorithm 

 
The value of the tolerance variable can be between 8 and 64 in the 
RGB domain and 0-9000 in the coefficient (DWT) domain. For our 
experiments, we chose 32 for the RGB domain filtering and 7000  
for the coefficient domain filtering. While we have not 
implemented this algorithm in VLSI, we note from several 
references (e.g. [16][17][18][19]) that the area cost for such median 
filters ranges from 7k to 11k gates. 
 Figure 5  shows visually the effect of different techniques on 
the Lena image. While there are some visual blemishes to the 
image that show up even when the three techniques discussed 
above have been applied, for the most part the image remains of a 
reasonably high quality. Figure 6 shows the experimental results 
achieved on one of the image components, (R) using the different 
reconstruction schemes (the other components exhibit similar 
behavior). The error free image encoding is done using three level 
DWT transform, achieving an average PSNR of 35.3db. We note 
that  for errors up to 0.5% any of the alternative techniques can 
easily reconstruct the image encoded assuming faulty memories 
almost perfectly, achieving PSNR values very close to the 
error-free case. For errors over 0.5% up to 4%, both protecting 
2MSB’s or filtering with LL protection can achieve very good 
results both visually and PSNR wise. Another combination of 
techniques that shows significant improvement is to protect both 
the 2MSBs and the LL area of memory but of course this comes at 
a rather high pri ce in area. Indeed, we found out that errors of over 
10% can be tolerated using this combination while still maintaining 
a decent image quality.  
We note here that our assumption is a lossless compression which 
is an overkill for most applications. When lossy compression is 
applied, some information would anyway be lost and a subset of 
that loss could be the erroneous pixels. In other words, information 
loss due to compression could very well conceal some of the lost 
information. In such a situation, the quality difference between the 
compressed image and the reconstructed versions would be less.  
Another important note here is that these techniques are applied 
“blindly” i.e. without any information on defect count and/or 
location. If such information is available (at the expense of some 
area overhead) then the results can be further improved.  

Figure 5: Lena Reconstructed Using Different 
Techniques – Error Rate r = 1% 

  
(a) Corrupted Image (b) 2MSBs protected 

  
(c) LL Protected (d) LL+2MSB Protected 

  
(e) Filtering+LL protected (f) Original Image  



III. Impact on Yield 
In [4], Agarwal et. al provided a model for the statistical variations 
in memory behavior based on the statistical variations in the 
threshold voltages (Vt) of the 6T SRAM bitcell transistors. The 
model correlates the Vt statistics to the probability of a read fail, 
write fail, access time fail and hold fail of a memory cell. Using 
this model, they simulated the yield of a lot of 1000 dies of a 64KB 
(524Kb) SRAM. The simulation presented using the Berkeley 45 
nm predictive model indicates a yield of 33.4 %. while 92% of the 
chips exhibit a fault rate of 0.1% or less and all the chips exhibit a 
fault rate of at most 0.2%. 
 Since the simulation models used consider only the SRAM cell, 
it would stand to reason that this data would scale to larger 
memories as well, in particular our tile memory. Today, memory 
yield can be enhanced through BIST and BISR but these techniques 
can only handle a small number of errors, which A garwal estimates 
at a maximum of .04%, and this comes at the expense of some of 
area overhead. [4] proposes a technique to design defect tolerant 
caches by resizing the cache in order to avoid using the faulty cells 
and is able to salvage 94% of the parts by combining this technique 
with redundancy, at some cost in area and performance. We note 
however that their technique hinges on the size flexibility in caches 
and cannot deal with large embedded data SRAMs since their size 
is fixed by the application. While we certainly do not recommend 
using our techniques for control-intensive memories, those 
applications that can exhibit inherent fault tolerance can result in 
significantly improved chip yield. In particular, we note that in the 
case of the JPEG 2000 application, if an error rate r=0.2% is 
acceptable in quality then the yield of the simulated lot in [4] 
becomes close to 100%. On the other hand, if the 0.2% level is 
considered unacceptable, the 0.1% level would result in  about 94% 
yield. In fact, we have shown that by applying one of the three 
techniques discussed in Section II an error tolerance of close to 4%  
can be achieved with minimal impact on the picture quality. This 
error tolerance can lead to more aggressive manufacturing 
techniques used in the integrated SRAM to either save power, area 
or both. This error tolerance is also a key factor when looking 
forward into future technologies such as nanotechnology which are 
predicted to have defect rates that are 1-3 orders of magnitude 
larger than today’s microelectronics.  
 

IV. Conclusion 
 In this paper we have shown that for some applications that are 
inherently error tolerant through system design, it is possible to 
tolerate large  amounts of errors reaching up to  4% and still 
achieve acceptable performance. This is significantly higher 
compared to currently used techniques. This error tolerance can be 
used to build cheaper chips improving the effective chip yield as 
well as achieving considerable savings in the hardware required to 
correct errors. By budgeting for defect tolerance at the system level, 
a paradigm shift in yield is possible.  
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